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What is Rushmore?


Simply put, Rushmore query optimization involves the efficient use of indexes to quickly find a set of records.  Rushmore query optimization is used on queries involving multi-column, indexed restrictions. Index intersection alone is the most straightforward and obvious Rushmore feature, but Rushmore encompasses several other ideas.  Index Union and COUNT(*) queries can be elegantly handled by Rushmore.





“Rushmore-able” Operations





Index Intersection


Solving a query using Index Intersection involves scanning multiple indexes for records matching a criteria such as:





column1 = <expression> AND column2 = <expression>





Using Rushmore involves using the index on column1 and the index on column2 to find the matching records.  The resulting records from each of the indexes are the intersected to find the records which match both criteria.





For example, consider a table containing demographic information about all of the people in New York City.  The table contains information of people’s age, height, weight, hair color, and eye color.  Suppose a query is written to find all of the people with blonde hair and blue eyes.  The criteria would look like:





hair_color = “blonde” AND eye_color = “blue”





This query would be solved using Rushmore index intersection.  The index on hair_color would be used to find all of the blondes and then the index on eye_color would be used to find all of the blue-eyed people.  The results of each index search would then be intersected to find all of the people with both characteristics.





Index Union


Solving a query using Index Union involves scanning multiple indexes for records matching a criteria such as:





column1 = <expression> OR column2 = <expression>





Using Rushmore involves using the index on column1 and the index on column2 to find the matching records.  The resulting records from each of the indexes are then unioned together to find the records which either one criterion or the other.





For example, again consider the table containing demographic information about all of the people in New York City.  Suppose a query is written to find all of the people with black hair or green eyes.  The criteria would look like:





hair_color = “black” OR  eye_color = “green”





This query would be solved using Rushmore index union.  The index on hair_color would be used to find all of the black-haired people and then the index on eye_color would be used to find all of the green-eyed people.  The results of each index search would then be unioned together to find all of the people with either characteristic.





How Fast Is Fast?�


The Set Query benchmarks are an industry standard set of benchmarks which are used to determine query speed against using relational set operations on large sets of data.  Here is a sample of a few of the queries in the Set Query benchmark to show how Rushmore can speed the processing of queries.





Q2a - K1K:


SELECT Count(*)


FROM bench


WHERE (bench.K2 = 2) AND (bench.K1K = 3)





This query performs a count of the 46 records which match the specified criteria out of a total of 100,000 records in the table.  Using Jet 1.x, this query takes 1.59 seconds to execute.  Using Jet 2.0, the same query takes .55 seconds to execute.  This is roughly a 300% increase in performance.





Q2a - K100:


SELECT Count(*)


FROM bench


WHERE (bench.K2 = 2) AND (bench.K100 =3)





This query performs a count of the 490 records which match the specified criteria out of a total of 100,000 records in the table.  Using Jet 1.x, this query takes 11.53 seconds to execute.  Using Jet 2.0, the same query takes .77 seconds to execute.  This is roughly a 1500% increase in performance.





Q24 - 2-4:


SELECT bench.KSEQ, bench.K500K


FROM bench


WHERE (bench.K100 > 80) AND (bench.K10K Between 2000 And 3000) AND (bench.K5=3)





This query finds the 379 records which match the specified criteria out of a total of 100,000 records in the table.  Using Jet 1.x, this query takes 223.93 seconds to execute.  Using Jet 2.0, the same query takes 1.7 seconds to execute.  This is roughly a 13100% increase in performance.





What type of data can Rushmore be used against?


Rushmore queries will work against native Jet data, i.e., MDB files, as well as Fox and dBase data, i.e., DBF files. Rushmore can not be used against ODBC data sources, since these queries are sent to the ODBC data source for processing, and are not processed locally by Jet.





Summary


One of the big advantages of Rushmore query optimization is that the Jet query engine can now use more than one index per table to solve a query.  In Jet 1.x, only a single index at a time could be used to solve a query.  Intelligent indexing of large tables can result in big performance wins when Rushmore query optimization is used.


�All benchmarks for Jet 2.0 were performed using the 10/26/93 Beta release of Jet 2.0.

















